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1. Introduction

This document represents the current thinking on the data model and algebra for the SciDB array database as of September 2009. It incorporates operator revisions and new operators made during the initial implementaiton of the SciDB benchmark. In revising the initial mode and operations, we looked at making it compatible with the array extensions for T-SQL being developed by Alex Szalay and José Blakeley. It has also benefitted from feedback from Bill Howe on the algebra operators.

In selecting and developing model features and operators, we have been inspired by a number of sources, including RasDaMan[1], AML[2], AQL [3]and GridFields [5]. (Probably more.) 
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This document builds from the material in the CIDR paper on requirements for SciDB [4]. It first describes the SciDB data model, including the use of conformations, special UDFs for enhancing arrays, and the treatment of update. It then describes different categories of operators on arrays, and gives examples and formal semantics for each. Finally, there is an appendix giving example queries using the algebra, including the queries in the SciDB Benchmark [Ref]. This document does not deal with versioning of arrays, which is handled at the catalog level (though the implementation of arrays will certainly need to support efficient versioning).
2. Data Model
We support a multi-dimensional, nested array model with array cells containing records than in turn can contain components that are scalars and multi-dimensional arrays.  Base arrays are regular arrays with integer indices along each dimension.  While initial implementations will focus on base arrays, in the future we expect that restriction to be relaxed so that an array need not be “rectangular”, but can have a shape that is ragged in one or more dimensions, for example. Base array indices are consecutive integers, but an array can be enhanced with more general coordinates. Existing values in an array are immutable, but an array can grow along one or more dimensions. In particular, an “updatable” array is actually a sequence of snapshots along an extensible history dimension. 

Specifically, an array has one or more dimensions, which may be named. The index values on each dimension are integers. The extent of an array is described by an array conformation (or just conformation, for short), which is conceptually the collection of all vectors of indices that can be used to address the cells of the array. (In RasDaMan, the conformation is called the spatial domain of an array [Ref RasDaMan].) The spatial domain for an array with D dimensions contains index vectors with D components.

The simplest form of array conformation is rectangular, in which the indices in each dimension run from 1 to a fixed maximum value. For example (I = 1:40, J = 1:100) defines a rectangular conformation with two dimensions named I and J. This domain contains all index vectors of the form [I = i, J = j] where 1( i ( 40 and 1 ( j ( 100, for example [I = 7, J = 8]. Where the dimensions are understood, we can elide their names: [7, 8].
There is an alternative view of an array as a relational in which the dimensions form the key columns and the rest of the columns hold the data for the array. In this view, the array conformation is just its projections onto those key columns. It will sometimes be convenient to adopt this relational view, in order to manipulate a conformation with relational operators such as Select and Project.

Example: The array A below has a conformation with two dimensions: (x = 1:3, y = 1:2). Its representation as a table is given below it, with the columns representing the spatial domain shaded.

A base array is one with a rectangular conformation as above. (We will discuss arrays with less regular conformations below.) A base array has one cell for each index vector in its conformation. Each cell takes its value from the same content domain, which has one or more named components that are scalars or arrays. Thus, an array is homogeneous in that its cells all have the same structure.

The contents of an array cell are accessed by providing an index vector from its spatial domain. For example, consider an array whose spatial domain is (I = 1:40, J = 1:100), and whose content domain contains components p and q (of types float and 1-D array of float). The following are examples of accessing the cells of A:

A[I = 7, J = 8] — indicates the contents of the [7, 8]-cell
A[7, 8] — a more concise means to access the [7, 8]-cell

A[7, 8].p — the p-value of the contents of the [7, 8]-cell

A[7, 8].q[15] — the 15-cell of the q-value of the contents of the [7,8]-cell of A.

In giving the semantics of array operators, it will be useful to talk generically about an index vector v without being explicit about its length (since we want our operators to work over arrays of different dimensions). When we want to use v to access a cell of an array A, we will use the notation A@v. For example, if v is the index vector [I = 7, J = 8], then A@v means the same thing as A[I = 7, J = 8].
As in SQL, an array type can be defined, and then multiple instances of that type can be created.  An array type is defined by specifying the content domain and the conformation. The basic syntax for defining an array is:


define ArrayType (content-spec) (conform-spec)

The content-spec describes the cell components and the conform-spec describes the array conformation. For example, consider a 2-D remote-sensing array with each cell containing readings from three kinds of sensors, each of which generates a floating-point value.    

The definition of this array type might look like:


define Remote (temp = float, ir = float, uv = float)
                                       (I = 1:1024, J = 1:1024)

We can then create multiple arrays instances of this type:

create My_remote as Remote

create Your_array as Remote

There may need to be flexibility across array instances of a given type as far as the conformation goes. Thus, the conform-spec of an array might include one or more unbounded dimensions, designated by a ‘*’:


define Remote2 (temp = float, ir = float, uv = float)
                                         (I = 1:*, J = 1:*)
A instance of such a type can have the maximum index in each dimension provided at creation time:


create His_remote as Remote[256, 512]

If an array needs to grow over time, one or more unbounded dimensions can be left unspecified at creation time, for example:


define Profile (salinity = float) (Z = 1:*, T = 1,*) 

create bay_Profile as Profile[100, *]

 Here, bay_Profile can grow in the time dimension (T) as new observations are taken. (See updateable arrays below.)

Null Values and Empty Cells: We distinguish between one component of an array cell being missing and the entire cell value being missing. We use the symbol ( to represent a null value denoting a null value for a particular component of a cell, and the symbol ( to represent an empty cell. A key use of empty cells in our model is to indicate data that has been removed by a filter predicate while retaining the conformation of an array. (See the EmptyFilter operator.) In the figure below, the T[X = 2, Y = 1] cell is empty, the T[X = 1, Y =2] cell has a null value for the a-component, and the T[X = 3, Y = 1] cell has null values for both components.

[image: image17..pict]





Coordinates: While base arrays are sufficient for some scientific applications, many applications require a more expressive model, with such features as non-contiguous indices, ragged dimensions and embedding in particular coordinate systems. All such enhancements are built upon user-defined functions.

SciDB will support user-defined functions (UDFs).  While at the implementation level, UDFs operate at the level of a whole array, we consider here functions that conceptually map individual cells to individual cells. (Such a function can easily be captured as an array-level construct.) A cell-level UDF has named inputs, which can include both the index and content components of a cell, as well as additional scalar arguments. It will have one or more named outputs, which are treated as additional content components of the cell, hence should have disjoint names from the inputs. Thus, the output of a cell-level UDF has the same conformation as the input.
A cell-level UDF is specified by giving the function name, its input and output signatures, and the name of a file containing code to execute the function.  For example, we might create a function Offset that offsets the indices I and J of an array by given offsets and makes the results available as K and L.
  define cell-function Offset (int I, int J, int IOff, int JOff)
     returns (int K, int L) file_handle

The indicated file_handle contains object code or a query for the required function. 

UDFs can be used to enhance arrays, a topic to which we now turn. A function that accepts the appropriate number of integer arguments can be applied to the indices of an array to enhance the array by transposition, scaling, translation, and other co-ordinate transformations.
For example, applying Offset to a basic array would be interpreted as applying the function to the index vector of each cell to produce an enhanced array.  Hence:


enhance My_remote

with Offset(IOff = -15, JOff = 10)


for coordinates

has the intended effect.  Note that we do not give values for I and J, as those are obtained from in individual cells in My_remote. This coordinate enhancement allows an additional means to access cells of My_remote. The (I, J)-indexing continues to work, but, in addition, there is an auxiliary (K, L)-coordinate system provided by Offset. SciDb uses [...] to indicate basic dimensions and {…} to indicate enhanced coordinates.  So, the cell addressed as
A [7, 8] or A[I = 7, J = 8]

can be addressed with enhanced coordinates as:

A{-8, 18} or A{K = -8, L = 18}.

Coordinates need not be contiguous integers, in particular, they can represent locations in a geospatial reference system, such as latitude and longitude. Enhancing an array with a more complex UDF can deal with this situation. If, for example, a one-dimensional array has coordinates 16.3, 27.6, 48.2, …, then a UDF function can convert from the contiguous integer indices in a base array to the irregular ones above.  

A base array can be enhanced with any number of UDFs for coordinates. Our array model does not dictate how coordinates are implemented. Some possibilities are as part of the cell data, as a separate data structure, or with a functional representation (if the coordinates is calculable from the integer index). In some cases, it may be possible to provide coordinates for each dimension individually (via a UDF for each dimension); in other cases, the UDF will need to map an entire index vector to an entire set of coordinates.
Addressing array cells of an array with coordinates can use either the integer dimensions or the added coordinates. So, for example, if array B with (I, J)-indices has been enhanced with (Lat, Long)-coordinates, then a cell may be addressed via either the integer indices:
B[I = 2, J = 15]

or the mapped ones:

{Lat = 27.6, Long = 108.2}

We expect that there will be a library of types to use for coordinate enhancements that correspond to common geographic coordinate systems, such as Universal Transverse Mercator (MTS) and WGS 84.

Issues: If there is more than one set of coordinates enhancements, then the shorthand notation A{-8, 18} is ambiguous. Also, there likely needs to be constraints on mappings used for coordinate enhancement, such as not assigning the same coordinates to different cells, and perhaps being monotonic with increasing index, to support coordinate ranges.
Enhancing shape: We want to support array conformances that are more complex than the simple rectangular ones provided by base arrays. Thus another kind of enhancement will support modifying the conformance of a base array. We anticipate various ways that a rectangular array conformance can be restricted. Most generally, there could be a Boolean-valued UDF that indicates for each index vector v whether v is a valid cell or not. Such a representation would not make for a very efficient implementation, as there is no way to discern in advance, apart from exhaustive enumeration, how many cells an array with such a conformance will have.  A more useful description of the “shape” of an array is by specifying its boundary (although such a description will not handle “holes” in the spatial domain). 

One example of a non-rectangular array conformance is “ragged” edges, where different rows or columns (or other dimension) can have different lengths. To specify such a conformance, we start with the rectangular conformance associated with the base array (which we call the nominal conformance) and restrict it with one or more shape functions to get its actual conformance. A shape function on dimension I of an n-dimensional array is mapping from the other n – 1 dimensions to upper and lower bounds on I. For example, if E is an array with dimensions X, Y and Z, then a shape function x_Bounds on X maps each (Y, Z)-pair to upper and lower bounds on X-indices. Thus, if


x_Bounds(Y = 20, Z = 30) =

       (Xlower = 6, Xupper = 36)

then the X-indices in the [Y = 20, Z = 30] “pencil” of E run from 6 up to 36.

An array can be enhanced with one or more shape functions with the following syntax:

enhance  array_name with

shape_function1 on dim1;


shape_function2 on dim2;

…

shape_functionk on dimk


as shape
For example:


enhance E with
x_Bounds on X

as shape
It should also be possible to interrogate any “shaped” array as to whether a given index vector in its nominal domain is within all the given shape bounds.
Notice that since shape function can define “raggedness” both in the upper and lower bounds, then discretized circles, spheres, cylinders and other convex polyhedra are possible. If it proves desirable to have spatial domains that are not convex or have holes, then we can define further kinds of shape functions.

Issue: The shape functions on different dimensions might be inconsistent. If the upper bound for the X = 10 column is 50 and the upper bound on the Y = 25 row is 5, does the cell
[X = 10, Y = 25] exist?

Update: An array can be optionally declared as updatable.  Any array can be loaded with initial values.  Afterwards, cells in an updatable array can receive new values. However, scientists do not want to perform updates in place, so as to preserve past states of the array. To support this concept, a History dimension is added to every updatable array.  (This dimension is implicit and need not be declared when defining an array type, nor mentioned when accessing an array, unless past states are needed.)
An initial transaction adds values into appropriate cells for History = 1.  The first subsequent SciDB transaction conceptually takes a copy of the array at History = 1 to be the state of the array at History = 2, with whatever updates it wants to add. Thereafter, every transaction makes its updates in the next value of the history dimension. (In actual implementation, if the number of updates is small, we would not want to actually create a copy, but use some kind of delta-based representation.)

The cells that actually contain values might change from one point in history to the next. One way to handle this variation is to have an Empty value in any unused cell. Another possibility is that the conformance of the array grows or shrinks over history. In the case we are using shape functions, they would have to be updateable (be indexed across History), as will any other UDF used as an enhancement function, such as for coordinates.
If we create an updatable array of type Remote:


create updatable Her_remote as Remote

then its conformance is effectively


(I = 1:1024, J = 1:1024, History = 1:*).

If we omit the History dimension in accessing an array, then we assume we are getting the state for the latest point in history. Alternatively, we can explore the history of a single cell by explicitly using the History dimension:


Her_remote[I = 7, J = 8, History = p]

lets us examine the [7, 8]-cell at point p in history.

It is possible to enhance the History dimension with a mapping between the integer indices noted above and wall clock time, so that the array can be addressed use conventional time, and SciDB will provide a built-in coordinate-enhancement function for this purpose. 
A. Array Access and Assignment

We have seen how to address a single cell of an array. However, it will often be useful to indicate large chunks of arrays by giving ranges on their dimensions. So, for example,


My_remote[I = 1:10, J = 21:40]

indicates a 10 ( 20 sub-array of My_Remote starting at the
[I = 1, J = 21] cell. If we want to access up to the minimum or maximum index on a dimension, we can use ‘*’. For example,


My_remote[I = *:10, J = 21:*]

We can use a single ‘*’ as shorthand for ‘*:*’. Thus


My_remote[I = *, J = 21:*]

accesses the same sub-array as


My_remote[I = *.*, J = 21:*]

An access expression should be permissible as an L-value as well – that is, it can be the target for an assignment during update, assuming sizes and the content type match. For example

set My_remote[I = 1:10, J = 21:40] =
  
Your_remote [I = 31:40,  J = 61:80]

With updateable arrays, access expressions implicitly refer to the latest point in the History dimension, but it is possible to use explicit values and ranges on History to control what is copied in an assignment.

Shallow copy: Suppose A and B are both updateable arrays with dimensions I and J, with B newly created. We want to start B out with a snapshot of A at History = 45. We can write

set B[*, *, History = 1] = A[*, *, History = 45]

(Note: We could enhance B with time coordinates on the History dimension so that the time of History = 1 for it is the same as History = 45 for A.)

Deep copy: Here A and B are as before, but we want B to have all the prior history of A.

set B[*, *, History = 1:latest] = 
            A[*, *, History = 1:latest]

where “latest” is the most recent point in History for A.

Semi-deep copy: We can copy the last 10 history points of A over to B.

set B[*, *, History = 1:10] = 
           A[*, *, History = (latest-9):latest]

Deep fork: We can “deep fork” B from a past time-point p of A:

set B[*, *, 1:p] = A[*, *, 1:p]

Note that since past points in history of an array are immutable, most such copies should just create a reference to an existing storage structure. Also note that after the assignment, the further histories of A and B are independent.

B. Array Comprehensions

We provide here an array constructor called BUILD that is similar to various array-comprehension formulations that have appeared in the literature [ref RasDaMan, Penn?]. We do not expect that BUILD will be used for expressing array queries or as the basis for a specific operator in the array algebra. Rather, we use it as a way to precisely describe many of the operators we define in the array algebra, much as set-former notation is used in textbooks to define relational algebra operators. BUILD is explicit about the shape of the result array, which is important in distinguishing among variants of an operator such as filter.
BUILD regards an array A as essentially a conformance S plus a function from S (considered as a set of index vectors) to C, where C is the content type of the cells of A. The syntax for BUILD is thus


BUILD(S, f)

where S is an array conformance of some valence (number of dimensions) and f:S ( C. Usually S will be described as an explicit list of dimensions and ranges, or be derived from the conformance of an existing array B, which we will denote as Conf(B). The function f takes as input an index vector v ( S. We will often denote f anonymously; by using “(v)” to denote that what follows is an expression for f in terms of v. For example, (v)(B1@v + B2@v) says to look up the cells at position v in B1 and B2 and add their contents together.

We present a few simple examples of BUILD here.

Constant array: A 10 ( 20 array where every cell has a single attribute tt with the same value 6 can be defined with BUILD as


BUILD((I = 1:10, J = 1:20), (v)(tt = 6))

Identity matrix: A 10 ( 20 array that is 1 on the diagonal and 0 elsewhere can be defined as.


BUILD((K = 1:10, L = 1:10),

             (v)(tt = {if v.K = v.L then 1 else 0}))

Subrange: Suppose B is an array whose conformance is a subset of the conformance of array A. Then we can get the part of A that corresponds to the indices defined in B as


BUILD(Conf(B), (v)A@v)

Array access: Array access as defined in the previous subsection can be expressed using BUILD (at least as an R-value). For example

My_remote[I = 1:10, J = 21:*]

is expressed by


BUILD((I = 1:10, J = 21:*),

          (v)My_remote@v)
3. Array-Algebra Operators

In this section, we describe the operators that accompany our data model. We have divided the operators into two categories, structural and content-dependent. The action of a structural operator is independent of the content of array cells, and, in some cases, it may be possible to implement such an operator without actually reading the data for the array. The outcome of a content-dependent operator does involve reading the cell values.

3.1 Structural Operators

The first operator category creates new arrays based purely on the structure of the inputs.  In other words, these operators are data-agnostic.  Since these operators do not necessarily have to read the data values to produce a result, they present special opportunities for implementation or optimization.

Subsample

The simplest example in this category is an operator that we call Subsample, which generalizes array access.  Subsample takes two inputs, an array A and a predicate over the dimensions of A.  The predicate must be a conjunction of conditions on each dimension independently.  Thus, the predicate “X = 3 and Y < 4” is legal, while the predicate “X = Y” is not.  Subsample then selects a “subslab” from the input array. The output will always have the same valence (number of dimensions) as the input, but will generally have smaller ranges of values in each dimension.

As an example, consider a 2-dimensional array F with dimensions named X and Y.  We can write Subsample(F, even(X)), which would produce an output containing the slices along the X-dimension with even index values.  The slices are concatenated in the obvious way and the index values are retained.  In this example, if X ranged from 1 to 10, the index values for X in the result are 2, 4, 6, 8, 10. A second example is shown below, where we restrict on the Y dimension. (For space reasons, we sometimes omit the attribute name in single-attribute cells.)

[Note to Stan – have tended to use capital letters for dimension names in the text, but the figures use lowercase letters for dimensions.]
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Semantics: Let A be an array with conformance D, and P a predicate over D that is a conjunction of comparisons on index components.

Subsample(A, P) = BUILD(D', (v)A@v)

where


D' = (P(D).

Notes: (1) The restriction on the form of P is to ensure that Subsample returns a rectangular conformance when applied to an array with a rectangular conformance. See Trim below for a possible less-restricted version. (2) It appears that Subsample is expressive enough to denote the “Hyperslabs” used in the HDF5 API. Those regions are specified a bit differently, using start, stride, count and block. [Ref http://www.hdfgroup.org/HDF5/Tutor/select.html]

Trim
Other array algebras we have considered usually have an operator to cut down an array along one dimension. However, other array models generally have rectangular arrays, so they only need to specify a new upper-bound for the trimmed dimension (sometimes also a lower-bound). We’re not sure how fancy we want to get here.  For example, if A[X, Y, Z] is a rectangular array, we might make the Z dimension ragged by something like Trim(A, Z, X + Y).  Trim would be similar to Subsample, but with a more general form of P. So far Trim has not come up in benchmark queries.

Slice

The Slice operator fixes the index value along one dimension in order to obtain a subpart of the original array with valence one less (by removing the fixed dimension). For example, if the original array A has dimensions X, Y and Z, then Slice(A, Y = 4) has two dimensions (namely, X and Z). Below is an example of a 2-dimsional array A and the slice obtained by restricting Y = 2.
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Semantics: Let A be an array of valence at least two, where one of the dimensions is named I.


Slice(A, I = c) = BUILD(D, (v)A@(v*<I = c>))
where

D = ( Dims(A) - I ((I = c(Conf(A)).

In the BUILD expression, v*<I = c> is just extending index vector v with one more index value (for I). The conformance D for the resultis obtained by selecting the index vectors from the spatial domain of A where I = c, then projecting away the I dimension.

Note: It is straightforward to extend Slice to several dimensions.

Add Dimension
Add_Dimension (A, new_dim_name, position)

This operation simply takes an n-dimensional array A to an n+1-dimensional array by adding a new dimension with one index value (= 1).  This new dimension will be called new_dim_name and will appear as the position dimension among the existing dimension.  The total number of cells in the result is the same as the number of cells in the input.
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 The example above shows the result of

Add_Dimension(M, Z, 3)
on a 2-dimensional array M producing a 3-dimensional array in which the new dimension is called Z and Z is the third dimension, as in (X, Y, Z).  This operator is useful in conjunction with Concatenate below in order to stack a number of n-dimensional slices into an n+1-dimensional array.
Semantics: 


Add_Dimension(A, N, Pos) =


   BUILD(D, (v)A@(v[dims(A)]))

where


D = {ins(w, N = 1, Pos) | w ( Conf(A)}.

Here, v[dims(A)] just means the index vector consisting of the components of v that are dimensions of A. The function 
ins(w, N = 1, Pos) inserts component N = 1 into index vector w at position Pos. It assumes w does not already have a dimension named N.
Remove Dimension
Remove_Dimension (M, dim_name)

Remove_Dimension takes a “thin” array (one dimension has length one) of valence n and drops it down to valence n – 1 by ignoring the trivial dimension. Remove_Dimension (M, Z), where M is the result shown in the previous picture, will invert the Add_Dimension operation.  This operation only works when the removed dimension has a single position.

Semantics:


Drop_Dimension(A, N) = Slice(A, N = b)

where


b = scalar(Project(Conf(A), N)).

That is, b is the unique index value along the dimension named N. 

Reshape

Reshape is a more advanced structural operator.  This operator converts an array to a new array with a different shape that can include more or fewer dimensions, possibly with new dimension names, but the same number of cells.  For example, a 2 ( 3 ( 4 array can become a 2 ( 6 ( 2 array, or an 8 ( 3 array or a 1-dimensional array of length 24. 

For example, if G is a 2 ( 3 ( 4 array with dimensions X, Y and Z, we can get an 8 ( 3 array as:


Reshape(G, [X, Z, Y], [U = 1:8, V = 1:3])

The second and third arguments are lists of index specifiers.  The first one says that we should first imagine that G is linearized by iterating over X most slowly and Y most quickly.  The second list says that we take the resulting 1-dimensional array and form 8 groups of 1-dimensional arrays of length 3 (contiguous pieces from the linearized result), with dimensions named U and V.
Note that Add_Dimension and Drop_Dimension can be formulated as special cases of Reshape. Also, various kinds of transpose are possible with Reshape. For example, suppose that A is a 10 ( 15 array with dimensions I and J. Then


Reshape(A, [J, I], [I = 1:15, J = 1:10])
will be the matrix transpose of A. (The roles of I and J have been switched.)

Reshape doesn’t necessarily say anything about the actual physical representation of the array it produces. Unlike, say, Matlab or FORTRAN, there is not a standardized linear layout

(e.g., row-major, column-major) for SciDB arrays in storage.

Semantics: 

In order to specify Reshape, we need functions to do the appropriate index arithmetic. 


iv2pos(CnfSpec, DimList, IV) ( int

takes the specification of an array conformance CnfSpec, a list of dimensions DimList and an index vector IV in the conformance (call it S) for CnfSpec, and returns the position of the index vector in the linearization of S based on DimList.


pos2iv(Pos, CnfSpec) ( IndexVector

takes an integer Pos indicating the position in the “standard” linearization of the conformance S specified by CnfSpec, and returns the index vector corresponding to that position.

With these functions, we can then define Reshape.


Reshape(A, DL, Spec) =


   Build(Spec, (v)A@t(v))

where


t(v) = pos2iv(iv2pos(Conf(A), DL, v), Spec).

Decompose (formerly Nest)

Decompose allows breaking up an array into a sequence of lower-dimensional arrays, which become nested arrays. That is, some dimensions of the input array are “demoted” to dimensions of nested arrays in the result. For example, a 3-dimensional array


A(val = float)(I = 1:10, J = 1:20, K = 1:30)

could have dimensions I and K nested to become


ANew(nval = array(val = float)(I = 1:10, K = 1:30))



(J = 1:20).

That is, ANew is a 1-D array of nested 2-D arrays.

The syntax for this operator is


Decompose(A, NewAttr, NestedDims)

where A is the input array, NewAttr is the attribute for the nested arrays that are created, and NestedDims is the list of dimensions of A that should be moved to the nested arrays. The outer array in the result will have dimensions Dims(A) –  NestedDims. For example, the call to create ANew above is


NewA = Decompose(A, ‘nval’, [I, K]).
Compose (formerly Flatten)

Compose is the inverse to Decompose that unnests nested arrays. Note that Decompose creates a result with a single topmost attribute. If we have an array with a scalar component sval and an array component aval, it’s not clear how to unnest the array component without dropping the scalar component.


B(sval = float,


    aval = array(i1 = integer, i2 = integer) (J = 1:20))



(I = 1:10)

Hence, we require that Compose name the array-valued attribute to be unnested, and the result only contains data from that component. (An alternative would be to restrict Compose to inputs with a single attribute, which would require using Project first on an array with more than one attribute.)

The syntax for this operator is


Compose(A, ArrAttr)

where A is the input matrix and ArrAttr is an array-valued attribute. For example, for array B above


NewB = Compose(B, ‘aval’)

yields an array with type


NewB(i1 = integer, i2 = integer)(I = 1:10, J = 1:20)

Issue: Note that the nested arrays might have different sizes, for example, if the aval attribute of B above were defined as


aval = array(i1 = integer, i2 = integer) (J = 1:*),

then each instance of aval might have a different length. In that case, the result of Compose might need to be padded with Empty cells.

Note: See also Pack and Unpack in Section 3.2 that move between arrays and a flat “relational” format with explicit indices.
Lookup

Lookup is based on one in a working document on array extensions for SQL Server. Lookup(T, A) uses an array T as a template for constructing a new target array based on cell values contained in a source array A. The conformance of the result is the conformance of T; the cells of T contain index vectors for cells in A.

As an example, consider the 3-D array A above, and the 2-D array T below it. The cell values of T can be interpreted as index vectors into A. For example,

T[X = 1, Y = 2] = [2, 3, 2]

which is the short form for


[I = 2, J = 3, K = 2].

(The names of cell components in T were left off for space reasons.) Lookup(T, A) results in array R, with the same conformance as T, but values obtained by lookup in A. For example,


R[X = 1, Y = 2] = A@(T[X = 1, Y = 2]) =


    A[I = 2, J = 3, K = 2] = 0.2.

Semantics:

Let T be an array whose cell type matches the index vectors in the conformance of A. For example, if A is defined as


A(I = 1:2, J = 1:3, K = 1:2)

then the cell type of T is (I = int, J = int, K = int).


Lookup(T, A) = BUILD(Conf(T), (v)A@(T@v)).

Here we are treating the cell value T@v as an index vector into A.

Merge
AML [2] allows interleaving of slices of two arrays along a given dimension with the Merge operator. (We consider Merge a candidate operator, pending identifying a use case for it.) The two arrays must have the same number of dimensions, say n, and the result has n dimensions. It uses a bit pattern (which is assumed to repeat) to say whether each position comes from the first or the second array. For example, a merge of A and B with pattern 0011 means take 2 slices of A, then two slices of B, then two slices of A, and so forth. You continue the pattern until you run out of slices in both arrays, inserting padding slices if needed

A variant that might make more sense in the SciDB model would be to merge based on coordinates rather than indices.

[image: image15..pict]




For example, assume arrays A and B both have a lat (latitude) coordinate. We might want to use something like Merge(A, B, {lat}) to interleave A and B based on increasing lat values.

SJoin

We define a Structured-Join (or SJoin) operator that restricts its join predicate to be equality comparisons over dimension values only.  In the case of an SJoin on an m-dimensional array and an n-dimensional array that involves k dimensions from each of the arrays in the join predicate, the result will be an (m + n – k)-dimensional array with concatenated cell values wherever the JOIN-predicate is true.  For the k dimensions involved in the JOIN-predicate, the result has the dimension name from the first array, if they differ. (Issue: Do the joining dimensions have to be of the same length? If not, do we trim to the smaller or pad to the larger length? The latter is essentially an Outer-Join.) The figure below shows an SJoin over a 2-D array A and a 1-D array B on the X dimension.  The result is 2-D array (2 + 1 – 1) with concatenated data values in the matching index positions. (Again, we have omitted attribute names for space reasons.)
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Semantics: Let DimsA and DimB be the list of dimension names of arrays A and B respectively. Assume for simplicity that JOIN-predicate P involves only same-named dimensions from A and B. Let DimsK be a list of those dimensions. Then


SJoin(A, B, P) =
 


    BUILD(D,

          (v)concat(A@(v[DimsA]), B@)v[DimsB]))))

where


P includes A.k = B.k for every k ( DimsK,


D = EqJoin(Conf(A), Conf(B), DimsK).
Here EqJoin is the relational equi-join operator, working over sets of index vectors. For example, if [I = 5, J = 8] is an index vector in Conf(A), [J = 8, L = 9] is an index vector in Conf(B) and DimsK = [J], then the index vector [I = 5, J = 8, L = 9] will be in the index vector of the result of EqJoin.
Cross-Product
The cross-product of an m-dimensional array and an n-dimensional array produces an (m+n)-dimensional array.  The array element in the resulting array is the concatenation of the two tuples in the respective positions of the input arrays.  In Cross(A, B), the dimensions of A will precede the dimensions of B. We assume the attributes of cells in A and cells in B are distinctly named.  Note that Cross(A, B) = SJoin(A, B, []) – that is, Cross is an SJoin with an empty set of comparison conditions.
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Concatenate

Concatenate(A, B, Dim) combines arrays A and B along dimension Dim, which they must share. We assume the conformances of A and B agree along the other dimensions. (An extended version of Concatenate could pad dimensions of different sizes with Empty cells to make this condition hold. It could also support appropriate renaming of dimensions.) The result of Concatenate will have the same index range as A and B for dimensions other than Dim. For dimension Dim in the result, Dim of A will be extended by Dim of B. The dimension values for Dim of A come first, and the basic values for Dim B are renumbered appropriately and follow. 
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If we want to put together two 2-D arrays C and D in the obvious way to form a stacked 3-D array, we would use Concatenate(Add_Dimension(C, Z), Add_Dimension(D, Z), Z).

Project

Project(A, AttList) removes attributes other than those in AttList from the cells in A. While Project is a special case of Apply in the next section, it is useful to have it as a separate operator, as it admits efficient implementations for many array representation.
Rename
Rename (Query expression, Name)

This operator is useful for creating names for intermediate expressions (among other things).  It assigns Name to the result of computing the value of the Query expression.

3.2 Content-Dependent Operators
The next category involves operators whose result depends on the data that is stored in the input array.
Filter
Filter (A, P) takes an array A and a predicate P over the cells of A. Filter returns an array C with the same conformance as A.  If v is an index vector, C@v will contain 1 if P(A@v) evaluates to true, otherwise it will contain 0.  We call the result array C a characteristic array since it indicates the qualifying array positions while retaining the original conformance.  From this characteristic array, we can compute lots of other useful things.  The following figure shows the characteristic array that is produced when the predicate on A tests for even numbers. We assume a is the attribute name for the value in the cells of A.

[image: image8.emf]
EmptyFilter

EmptyFilter(A, P) takes an array A and a predicate P over the the cells of A. NullFilter returns an array F with the same conformance as A.  If v is an index vector, F@v will contain A@v if P(A@v) evaluates to true, otherwise it will contain (. EmptyFilter(A,P) is the same as Apply(A, (if Filter(A, P)@v=1 then A@v else ()).  The following figure shows how the characteristic array is turned into a result with (’s in the positions for which the predicate is false. 
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Aggregate

Aggregate(A, G, ResAtt = AggExpr) takes an n-dimensional array A, a list of k grouping dimensions G, an attribute ResAtt for the result, and an aggregate expression AggExpr as arguments. Note that the aggregate expression can mention one or more cell attributes from A, each of which is interpreted as an (n – k)-dimension array since there will one such array for each combination of the grouping dimension values. (In many cases this array will be treated as set of cells.) The result of Aggregate has a conformation that is the conformation of A projected onto the dimensions in G. A more general form of Aggregate can take a list of result-aggregate pairs, each of which is applied to the appropriate subarray.
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In the example above, the left side shows a 2-D input array A to which we apply an aggregate operator that groups on dimension Y and returns the Sum of the values in the non-grouped dimensions, in this case X.  Here we assume the ceels in A have the single attribute Val and the cells in the result array have the single attribute Res.

CAggregate

The Aggregate operator above is quite restrictive, in that it does not allow grouping based on cell values, only indices. The reason for this limitation is that we want the output to be an array, hence we want to make sure that grouping happens on values that can serve as dimensions in the result. CAggregate allows “derived” dimensions for grouping that are computed from cell attributes (for example, by rounding off a float to an integer). The version of CAggregate given here requires the extent of each added dimension to be declared explicitly, which means the conformance of the result can be determined statically. The signature of the operator is CAggregate(A, AddedDims, DimFuncs, RemDims, ResAtt = AggrExpr), where

· A is the input array,

· AddedDims gives the names and extents of dimensions being added for grouping,

· DimFuncs are the corresponding functions to compute indices for these new values from each cell,

· RemDims are the existing dimensions of A to be removed from the grouping list, and

· ResAtt = AggrExpr is as for Aggregate.

If D is the set of dimensions for A, then the dimensions for grouping will be ResD = D ( AddedDims – RemDims,

thus the result will have ResD as its dimensions.

As an example, consider query Q5 from the VLDB demo query set, which required counting observations in a 100 ( 100 gridding of the image space. The array Observations is declared as Array(Observation)[ObsNo = 1:*, Time = 1:*]
where Observation is a cell structure that has float-valued attributes center_x and center_y. Part of Q5 is:

C-Aggregate(

Observations,

[XR = 1:100, YR = 1:100],

(XR = round(center_x),


YR =round(center_y)),
[ObsNo, Time]

(cnt = Count(*))

)
Here the added dimensions are XR and YR, which represent center_x and center_y rounded off to the range 1..100. The original dimensions ObsNo and Time are not used for grouping. The result of of this operation has type


Array(cnt = Integer)[XR = 1:100, YR = 1:100].
CJoin

We also define a content-based Join (or CJoin) that restricts its join predicate to be over data values only. XXX In the case of a CJoin on an m-dimensional array and an n-dimensional array, the result will be an (m + n)-dimensional array with concatenated cell values wherever the JOIN-predicate was true and Empty cells elsewhere.
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The figure above shows an example of a CJoin on two 1-D arrays.  The result is a 2-D array with multiple index values corresponding to the source index values from the original arrays.  Thus, cell [1,1] in the result corresponds to data that came from index value 1 in both of the inputs.  The contents is a concatenated cell value for those cases where the CJoin predicate is true.

Apply

Apply (A: Array, F:Function) takes an n-dimensional array A and function F on the cell type of A that produces a new cell values. F is applied cell-wise to A, yielding a result with the same conformance as A. The function F might contain a nested algebra expression, to handle nested-array attributes on either the input or output.

In the example below, we assume each cell in A has the single attribute Val, and the result array has cells with a single attribute Res, which is computed as being 2*Val.
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Apply is a special case of the Regrid operation defined later, but probably deserves to be its own operator, as it is particularly well-behaved. For example, it will commute with most operators structural operators, while Regrid will not. Other operators, such as Filter and Project, are themselves special cases of Apply. Again, they probably deserve to be separate operators because they admit particularly efficient implementations and obey more transformation rules.
Sort
Sort is easy to define on a 1-D array, using a comparison operator on cell contents. For 2-D arrays and above, we are not sure it makes sense to sort over the whole array. RasDaMan treats sorting as permuting indices along one dimension – that is, rearranging slices. The permutation can be derived however one likes, for example, by ranking values along one “pencil”. If we follow that approach, Sort would take an array, an index pattern with one ‘*’ in it, and a comparison predicate. For example, 
   Sort(A; [X = 4, Y = *, Z = 9], (c1, c2)(c1.press < c2.press))
sorts along the Y dimension, using pressure values along the [X = 4, Z = 9].
Regrid

The Regrid operator maps data from a source array S to a target array T, where S and T can have different conformances and even different dimensions. While it uses the data from S, it only uses T to define the conformance of the result. (We may want to formalize this notion of a “shape-only” array acting as a template.) Regrid is a very general operator, and we may initially want to support special cases, such as stenciling.
In its most general form, Regrid has two functional parameters, the assignment function and the aggregation function. The assignment function associates each cell in T with a set of cells in S. (The same S cell can be associated with several cells in T.) The aggregation function produces a value for each cell ct in T, using the values of the cells {cs} in S that are associated with ct. The input to the aggregation function is actually a set of (index, value)-pairs. For example, if A is a 3-D array, then a pair would look like ([3, 6, 11], A[3, 6, 11]). 

In a bit more detail, a call to Regrid looks like
   Regrid(S, T, f, g)
where f is the assignment function:
   f: cells(T) ( powerset(cells(S))
and g is the aggregation function:
   g: set(index(S)(domain(S)) ( R.

It might seem like f goes the wrong way, from the target cells to the source cells, but this direction works better than source to target. It ensures that every target cell has source cells associated with it. In the definition of g, index(S) is a list of index values appropriate to S, domain(S) is the type of the cell contents in S, and R is the type of cell values in the result array.

The figure below shows a regridding operation to downscale a 1-D array of temperatures (a) by taking the values at every 3 consecutive cells and averaging them to produce the value for the result cell. (Should redraw this figure. To be more in line with Stan’s diagrams, each line of dots below should be a series of boxes, with the temp value inside the box.) The middle line (b) shows the cell structure of the target array – it has a third as many cells as the source array. The brackets between (a) and (b) show the target-to-source mapping. Line (b) shows the set of values associated with each cell in the target array (with indices suppressed). Each set is averaged to produce the cell value for the result, shown on line (c).
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While the structure of Regrid looks a bit like map-reduce, it is more useful to think of the assignment function as a join between cells(S) and cells(T). Sometimes the join condition is simple index arithmetic, as in the example above. More generally, it could involve a spatial join in the geometry defined by the coordinate maps. If, for instance, in the example above the source array S (line (a)) had irregular spacing of coordinates, the assignment function might be based on a “nearest-neighbor” condition. Thinking in two dimensions, it is sometimes useful to think of the target array as defining rectangles in a space (e.g., lat-long space) and the source array cells corresponding to points in that space, and the join condition being containment.

One reason for carrying along the indices as input to the aggregation function is in case you want to do interpolation of source values onto the target grid using some kind of distance-weighted average.

Some of the earlier operators are special cases of Regrid. Apply is essentially a Regrid with the same source and target shapes, and the identity assignment between cells. Aggregate is a Regrid that is assigning slices of cells in the source array to each cell in the target array, then applying the appropriate function over the slice. However, it is probably useful to keep these operators, as the special forms of assignment and aggregation involved can lead to specialized implementations and additional optimization rules.

Regrid can also handle “stenciling” operators that show up in the image-processing literature. For example, RasDaMan has a “Tiled-Apply” operator that iterates a function over small sub-arrays of the source array. An example that shows up in several papers is to do edge-detection by convolving 3(3 tiles of the source array with a 3(3 array of coefficients. Such stenciling operators have a natural expression in Regrid. For example, in the edge-detection case, the assignment function just assigns each cell in the output to the cells in the appropriate tile of the input.
Unpack

There may be times when we want to linearize a multi-D array to a 1-D array (and maybe go the other way). Unpack performs this conversion, retaining the multi-D indices as cell components in the resulting 1-D array. This operation can be useful after an EmptyFilter, to get a list of cells that passed the filter condition.

(We’d like to avoid unpacking whenever possible – we could degenerate into a relational engine if we immediately unpack everything into a table.)
The MS proposal has an Unpack operator that takes a multidimensional array and converts it into a table.  Our model does not support tables as such.  Instead, we model tables as one-dimensional arrays.  Thus, our Unpack takes an n-dimensional array A and a list of index names as input, and produces a 1-D array containing a structure with each of the named dimensions as attributes and the cell contents of A as the value of an additional attribute.  Thus, unpacking array A with k dimensions D1, …, Dk (k ≤ n) will produce a 1-D array containing tuples with k +1 attributes.  If  |Di| denotes the number of index values in the ith dimension, then Unpack(A, D1, …, Dk) will produce a 1-D array containing |D1| ( …( |Dk| index values.

The operation of Unpack is best understood by the following two figures.  The first shows what happens if we Unpack on all the dimensions of the array A.
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Some observations about this tabular representation of array A with the two caveats. The structure of the cells is retained (instead of producing two additional attributes in the result).  Also, note that if the cell of an input array is Empty, the result array will not have an entry for the index combination that corresponds to the empty cell.  This property is consistent with the usual relational representation of an n-dimensional array. In our array model, cells can only contain attributes that are scalars or nested arrays – not structs.  Therefore, the contents of the (val1, val2)-attribute in the result array is actually a zero-dimensional array.
The next figure shows what happens when we Unpack on a subset of the dimensions of A.
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In this case, we get four cells, one for each combination of the index values for dimension x and dimension y.  The additional attribute is over structures of the form Array(val1, val2)[Z = 1:2]. (Need to adjust figure.)
Pack

The inverse of Unpack is Pack.  Pack takes a 1-D array as described above and makes the specified columns into indices.  Thus, Pack(UnPack(A, x, y), x, y) = A.  The potential complication here is if the input array to Pack does not describe a uniform array (i.e., some of the index combinations are missing).  In this case, we return the minimal enclosing shape and the missing cells with no corresponding input cell will be set to Empty.

Block Recursion

Regrid can be viewed as essentially a template for one flavor of Map-Reduce, where the Assignment function is performing the Map and the Aggregation function the Reduce. We have seen another style of “divide-and-conquer” manipulation on arrays, mainly used in matrix and image operations, called block recursion. In block recursion, as we understand it, an array is decomposed into sub-arrays, an array-valued function is applied to all sub-arrays, then those result arrays are combined into a large result array.  If the sub-arrays are too large, they are recursively decomposed in the same manner.

For example, to perform a block-recursive matrix transpose on a square array A, we divide A into four equal-sized sub-arrays:


A1
A2


A3
A4

then we compute the transpose of each, and combine the results appropriately:


A1T
A3T

A2T
A4T
Block recursive methods have generally been targeted at producing distributed or parallel versions of array functions, where the main concern is good locality of reference at various levels in the memory hierarchy. The current question is whether it is a good framework for SciDB users to define customized operators, or more appropriate as an internal technique for the SciDB implementers.
3.3 User-Defined Operators
AVF

The current thinking is that any user-defined function will be implemented as an array-valued function (AVF). The AVF operator is just the wrapper for the implementation of such a function. Its signature is AVF(AVFName, InputList, ParamList), where AVFName is the name of the AVF (whose implementation is presumably recorded in the system catalog), InputList is the list of sub-expressions that provide the input arrays for the AVF, and ParamList is a list of any other (non-array) parameters that the AVF needs.
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